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Abstract

Explicit piecewise linear state feedback solutions to the con-
strained linear model predictive control problem has recently
been characterized and computed numerically using multi-
parametric quadratic programming. The piecewise linear
state feedback is defined on a polyhedral partitioning of the
state space, which may be quite complex. Here we suggest
an approximate multi-parametric quadratic programming ap-
proach, which has the advantages that the partition is struc-
tured as a binary search tree. This leads to real-time com-
putation of the piecewise linear state feedback with a com-
putational complexity that is logarithmic with respect to the
number of regions in the partition. The algorithm is based on
heuristic rules that are used to partition the state space and
estimate the approximation error.

1 Introduction

The main motivation behind explicit model predictive con-
trol (MPC) is that an explicit state feedback solution avoids
the need for real-time optimization, and is therefore poten-
tially useful for embedded control applications with fast sam-
pling where MPC has not traditionally been used. In [1, 2] it
was recognized that the constrained linear MPC problem is a
multi-parametric quadratic program (mp-QP), when the state
is viewed as a parameter to the problem. It was shown that
the solution (the control input) has an explicit representation
as a piecewise linear (PWL) state feedback on a polyhedral
partition of the state space, see also [3, 4, 5], and they de-
velop an mp-QP algorithm to compute this function. In [6]
an alternative efficient mp-QP algorithm is developed.

Even though an explicit PWL state feedback representation
of the MPC is found, it may be quite complex. It is of inter-
est to study approximate solutions which may offer compu-
tational advantages. A sub-optimal approach was developed
in [3, 7], by introducing constraints on the allowed number
of active set switches on the horizon. An alternative sub-
optimal approach was introduced in [8] where small slacks
are introduced on the optimality conditions and the mp-QP
algorithm [1] is modified for the relaxed problem. An algo-
rithm for approximate mp-QP was developed in [9], based
on the idea that significant real-time computational advan-
tages are achieved by restricting the state space partition to
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be orthogonal and represented as a search tree. The real-
time computational complexity can also be reduced by ex-
ploiting the convexity of the cost function [10], and it should
be mentioned that recent work has also focused on reducing
the computational complexity of MPC implemented by real-
time optimization, e.g. [11, 12].

The present paper extends the authors work [9], where the ap-
proximate mp-QP algorithm is guaranteed to terminate with
an approximate solution that satisfies a specified maximum
allowed error in the cost function and constraint violations.
It is of interest to study alternative approaches since some-
times it may be more natural to specify the approximation
tolerance in terms of the error in the control input rather than
the cost. Moreover, it is desirable to fully exploit that one is
only interested in the first sample of the optimal control tra-
jectory for receding horizon MPC implementation. Hence,
we study a modified algorithm that allows an approximation
tolerance on the control input at the first sample to be spec-
ified. Such an algorithm is developed in this paper, and we
suggest the use of a �� � tree [13, 14] as a more flexible and
powerful alternative to the generalized quad/oct-tree used in
[9]. In [15] it was shown how also in the exact case a bi-
nary search tree can be computed a posteriori to reduce the
computational complexity.

2 Explicit MPC and exact mp-QP

Formulating a linear MPC problem as an mp-QP is briefly
described below, see [1] for further details. Consider the
discrete-time linear system

���� �� � ����� ������ (1)

where ���� � �� is the state variable, ���� � �� is the input
variable, � � ���� , � � ���� and ����� is a controllable
system. For the current ����, MPC solves the optimization
problem

� ������� � ���
�����������������
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with the cost function given by

	�
� ����� �

����
���

�
�	������������ � �	��������

�

��	������������ (4)

and symmetric � � �, � � �, � � �. The final cost ma-
trix � may be taken as the solution of the algebraic Riccati
equation. With the assumption that no constraints are active
for � � 
 this corresponds to an infinite horizon LQ crite-
rion [16]. This and related problems can by some algebraic
manipulations be reformulated as

� �

 ��� � ���




�

	
�	�� (5)

subject to �� �� � �� (6)

where � � 
 ����� 	�. Notice that � � � since � � �.
The vector � is the current state, which can be treated as a
vector of parameters. A similar reformulation can also be
found for the tracking problem or when infeasibility relax-
ations or other variations of the MPC problem are included,
[1]. For ease of notation we write � instead of ����. The
number of inequalities is denoted � and the number of free
variables is �
 � � � 
 . Then � � �

�� , � � �
����� ,

� � ����� , � � ���� , � � ���� . The solution of the op-
timization problem (5)-(6) can be found in an explicit form
�� � �� ���, [1]:

Theorem 1 Consider the mp-QP (5)-(6) and suppose � �
�. The solution ����� (and 
 ����) is a continuous PWL
function of � defined over a polyhedral partition of the state
space, and � �


 ��� is a convex (and therefore continuous)
piecewise quadratic function.

As shown in [1], the mp-QP problem (5) - (6) can be solved
by applying the Karush-Kuhn-Tucker conditions which leads
to the following explicit solution for a given active set:

� � ��� 
�	 � 
���� 
�	 ���� 
� � 
��� (7)

The matrices 
�, 
� and 
� contain the rows of �, � and �
corresponding to the given active set. As long as this active
set remains optimal, the solution (7) remains optimal, when
� is viewed as a function of �. First, � must remain feasible

���� 
�	 � 
���� 
�	 ���� 
� � 
��� �� � ��� (8)

Second, the Lagrange multipliers � must remain non-
negative

���� � �� 
���� 
�	 ���� 
� � 
��� � �� (9)

The inequalities (8) and (9) describe a polyhedron in the state
space. This region is denoted as the critical region ��� cor-
responding to the given set of active constraints. It is a poly-
hedral set and represents the largest set of parameters � such
that the combination of active constraints at the minimizer
remains optimal. Algorithms for iteratively constructing a
polyhedral partition of the state space into critical regions and
computing the PWL solution function are given in [2, 6].

3 Approximate mp-QP algorithm

We will in this section describe an approximate mp-QP al-
gorithm. We restrict our attention to a hyper-rectangle � �
�
� where we seek to approximate the optimal PWL solu-

tion ����� to the mp-QP (5)-(6). In order to minimize the
real-time computational complexity we require that the state
space partition is orthogonal and can be represented as a ���
tree, [13, 14], such that the search complexity is logarithmic
with respect to the number of regions. The � � � tree is
a hierarchical data structure where a hyper-rectangle can be
sub-divided into smaller hyper-rectangles allowing the local
resolution to be adapted, cf. Figure 1. When searching the
tree, only one scalar comparison is required at each level,
leading to extremely fast real-time MPC computations.

Figure 1: � � �-tree partition of a rectangular region in �� .

Initially the algorithm will consider the whole region �� �
� . The main idea of the approximate mp-QP algorithm is
to compute the solution of the problem (5)-(6) at the 	� ver-
tices of the hyper-rectangle ��, by solving up to 	� QPs.
Based on these solutions we compute a local approximation
������ to the PWL optimal solution �����, restricted to the
hyper-rectangle ��. Assume for a moment there exist feasi-
ble solutions at all vertices of ��. As described above, the
linear solution (7) is exact in some polyhedral critical region.
A linear approximation may be computed as a least-squares
fit under the constraint of feasibility of the solution, [8]:

Lemma 1 Consider the polyhedral region �� with vertices
���� �	� ����� ���. Let �� and  � solve the least squares prob-
lem for some weighting matrix �� � �

���

����

��
���

������������ �  ��
	����

���������� �  �� (10)

subject to

������ �  �� � ��� ��� ! � ��� 	� ����"� (11)

Then the least squares approximation ������ � ��� �  � is
feasible for all � � ��.
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This follows directly from the convexity. We define the error
in the solution

#��� � ������ � �������
	�������� ������� (12)

where � � � is a weighting matrix which typically has non-
zero weight only on the components of the solution corre-
sponding to the first sample of the trajectory. Ideally, we
would like to find an approximate PWL solution which re-
spects a pre-specified tolerance $ � � on the uniform error

$ � �
�
����

#��� (13)

Consider an arbitrary polyhedral set �� � � � �
� , and

suppose the exact optimal solution ��� ��� (defined by (7)) at
the vertices ���� �	� ����� ��� of �� and an approximate so-
lution ������ in �� are known.

Lemma 2 Consider a polyhedron �� � �
� with vertices

���� �	� ����� ��� and any affine approximate solution ���. If
�� � �����, then

$ � �
�
���

���� ����� ��������
	����� ����� �������� (14)

Proof. Let � � �� be arbitrary. Since �� � ����� there
exists a � � ��� 	� ����"� such that ����� � ������. Assume
without loss of generality that ����� � ������ � �. Because
��� and ��� are linear functions it follows that there exists a
vertex �� such that ������� � ������ � ����� � ������. It is
evident that the error ����� � ������ is largest for � at some
vertex, and it suffices to consider only the vertices on ��

when computing the error bound (13).

�

Observe that the error bound (14) can be computed using
information of the solutions at the vertices only if �� �
�����. Unfortunately, this condition is not straightforward
to verify without knowing the exact solution in ��. In spe-
cial cases, for example when the active set is the same at all
vertices, the condition in Lemma 2 is easily verified to hold.
Better estimates than (14) can in general be found by utiliz-
ing additional information, such as sampling the exact solu-
tion also at the interior of �� or compute the exact solution
using an mp-QP solver. In this paper we use the following
estimate

�$ � �
�
����

�

#��� (15)

where ��
� � �� contains a finite number of representative

points in ��, typically the vertices of one or more hyper-
rectangles contained in the interior of ��.

Algorithm 1 (approximate mp-QP)
Step 1. Initialize the partition to the whole hyper-rectangle,
i.e. 	 � ���. Mark the hyper-rectangle � as unexplored.

Step 2. Select any unexplored hyper-rectangle �� � 	 . If
no such hyper-rectangle exists, the algorithm terminates with
the partition 	 .

Step 3. Compute the solution to the QP (5)-(6) for � fixed
to each of the 	� vertices of the hyper-rectangle �� and its

center point (some of these QPs may have been solved in
earlier steps). If one or more solutions are infeasible, go to
step 6. Otherwise, go to step 4.

Step 4. From the optimal solutions at the vertices of the
hyper-rectangle, compute a local linear state feedback as an
approximation to be used in the hyper-rectangle � �, using
Lemma 1. If the least-squares problem in Lemma 1 is feasi-
ble, go to step 5, otherwise go to step 6.

Step 5. Compute the estimate �$ of $ from (15). If �$ � $,
mark �� as explored and go to step 2. Otherwise, go to step
6.

Step 6. Split the hyper-rectangle �� into two hyper-
rectangles �� and �	. Mark them unexplored, remove ��

from 	 , add �� and �	 to 	 , and go to step 2.

�

Step 6 needs further specification of how the hyper-rectangle
is split. Assume first that the solutions at all vertices are fea-
sible. We suggest a heuristic rule for how to split a hyper-
rectangle �� into two hyper-rectangles such that the error
#��� in each hyper-rectangle is significantly reduced. The
rule attempts to split the hyper-rectangle at the axis along
which the change of error #��� is maximal (before splitting),
because it is reasonable to hope this is how the largest reduc-
tion of the error #��� can be made.

Heuristic splitting rule. Split the hyper-rectangle �� by a
hyperplane through its center and orthogonal to the axis � �

where the total absolute change %� of the approximation error
measured both at the facet centers of �� and the vertices of
��
� is maximal.

�

Figure 2: Illustration of the heuristic splitting rule

Consider Figure 2, where &�� &	� ���� &
 are the facet centers
of ��, &� is the center point of �� and ��� �	� ���� �� are the
vertices of ��

� � ��. Then, the total absolute changes %�� %	
and %� of the approximation error along the axes ��� �	 and
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�� are estimated as

%� �
��#����� #����

��� ��#��
�� #��	�
��

�
��#����� #����

��� ��#����� #��
�
��

�
��#�&��� #�&��

��� ��#�&
�� #�&��
�� (16)

%	 �
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��� ��#��
�� #��	�
��

�
��#����� #����

��� ��#����� #��
�
��

�
��#�&	�� #�&��

��� ��#�&��� #�&��
�� (17)

%� �
��#��	�� #����

��� ��#��
�� #����
��

�
��#��
�� #����

��� ��#����� #����
��

�
��#�&��� #�&��

��� ��#�&
�� #�&��
�� (18)

The splitting hyperplane is then selected to be orthogonal to
the axis �� for which %� is largest.

If the solution is infeasible at one or more vertices, or the
least-squares problem in Lemma 1 is infeasible, the above
rule is not used. Instead we apply the following rules

Infeasibility heuristic rules.

1. If all vertices are infeasible, no splitting is necessary,
since by convexity arguments every point in the hyper-
rectangle has an infeasible solution. An exception is
when the state space region to be partitioned is cho-
sen too large so that all vertices of the initial hyper-
rectangle are infeasible and the feasible part is inside
the hyper-rectangle. If this occur, the initial hyper-
rectangle is split on arbitrary axes until one or more
feasible points appear.

2. Split the hyper-rectangle on all state space axes where
the solution changes from feasible to infeasible.

3. If the least-squares problem in Lemma 1 is infeasible,
split the hyper-rectangle on an arbitrary axis.

�

The state ���� used for feedback is usually uncertain due to
measurement or estimation errors. Hence, no overall accu-
racy is gained by allowing extremely small regions in the
partition, since they cannot be distinguished due to state un-
certainty. Hence, we allow a minimum size on each region in
the partition to be specified.

The tolerance $ � � is typically chosen to depend on �� such
that

$ � �
�

�
$�� $� �
�

����



������

		
�

(19)

where $� � � and $� � � can be interpreted as absolute and
relative tolerances, respectively.

4 Example

Consider the double integrator [3]

� �

�
� '�
� �

�
� � �

�
' 	
�

'�

�


 �
�
$� 
� #((��� #((���

2; 0.5 97 0.073 0.45
2; 0.4 105 0.054 0.35
2; 0.3 111 0.040 0.28
2; 0.2 121 0.020 0.18
2; 0.1 157 0.011 0.13

10; 0.5 97 0.086 0.45
10; 0.4 105 0.067 0.35
10; 0.3 109 0.058 0.28
10; 0.2 121 0.031 0.18
10; 0.1 156 0.017 0.13

Table 1: Complexity of partition using the heuristic splitting rule
with different horizon � , relative tolerance �� . The
columns ���

��� and ���
��� contain the average and

maximum error in the solution (control input) for each
partition.


 �
�
$� 
� #((��� #((���

2; 0.5 364 0.023 0.35
2; 0.4 376 0.023 0.29
2; 0.3 376 0.023 0.29
2; 0.2 412 0.019 0.20
2; 0.1 484 0.007 0.09

10; 0.5 352 0.035 0.35
10; 0.4 364 0.034 0.25
10; 0.3 364 0.034 0.25
10; 0.2 400 0.028 0.20
10; 0.1 460 0.014 0.10

Table 2: Complexity of partition, with no heuristic splitting rule
used, with different horizon � , relative tolerance �� . The
columns ���

��� and ���
��� contain the average and

maximum error in the solution (control input) for each
partition.

with the sampling interval '� � ����. Consider the MPC
problem with cost matrices � � diag��� ��, � � �, and the
matrix � � � given as the solution of the algebraic Riccati
equation. The constraints are ���� � �	 � ��� and �� �
� � �.

Table 1 shows how the number of regions in the state space
partition, generated by the approximate mp-QP algorithm,
depends on the horizon 
 , and the relative tolerance $ �.

� is the number of regions in the partition. In all cases�
$� � ����� and we have restricted the size of the regions

to be larger than ��� � ���� and ��� � ����. The matrix �
in the criterion is chosen such that only the first sample on the
input trajectory is given weight. Table 1 also shows how the
achieved approximation error is closely related to the speci-
fied tolerance. Although no guarantees are given with the al-
gorithm used, in most cases the tolerances are respected with-
out severe conservativeness. Table 2 shows the complexity of
the partition and accuracy of approximation when no heuris-
tic is used (the hyper-rectangles are split on both axes into
four hyper-rectangles rather than just two hyper-rectangles),
for comparison. We observe that the use of heuristics re-
duce the complexity of the partition significantly. Figure 3
shows the partitions for the case 
 � �� and relative toler-
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ance
�
$� � ���, with and without the use of heuristics.
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Figure 3: State space partition generated by the algorithm on the
double integrator, with � � �� and

�
�� � ���. The

upper partition is with the use of heuristics, and the
lower partition is without the use of heuristics.

It is interesting to compare the structure of the partitions of
the approximate PWL explicit MPC feedback laws with the
partitions of the exact PWL explicit MPC feedback law, as
shown in Figure 4 for the case of horizon 
 � ��. In parts
of the state space where the exact partition contains several
smaller regions while the approximate partition contains only
a few large regions, the explanation is that the approximate
approach only considers the first sample of the control input
and is able to reduce complexity. In parts of the state space
where the opposite is true, i.e. the approximate partition is
more complex, this is due to a structural mismatch because
the orthogonality of the hyperplanes of the approximate par-
tition is enforced.

The exact partition in Figure 4 contains 191 polyhedral re-
gions and is thus of comparable complexity to the approx-
imate partitions. Still, it is clear that there will be signifi-
cantly higher demand for real-time processing capacity and
computer memory, since all hyperplanes in the partition are
different and they are not orthogonal. This also holds if a

−4 −3 −2 −1 0 1 2 3 4
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−0.4

−0.3

−0.2

−0.1

0

0.1

0.2

0.3

0.4

0.5

x
1

x 2

Partition of state space

Figure 4: Exact polyhedral partition of the state space, � � ��.

search tree is constructed from the exact partition as proposed
in [15]. In this case there will be 9 levels in the tree and 60
arithmetic operations are required to compute the exact solu-
tion, while about 3150 numbers must be stored in real-time
computer memory. With the suggested approach, 18 arith-
metic operations are sufficient, and only about 700 numbers
must be stored for the partition with 97 regions (
 � ��,�
$� � ���). Of course, the price to be paid for this complex-

ity reduction is an approximation error.

As in [9] we remark that there is a significant difference be-
tween the exact and approximate approaches when the com-
plexity of the partition is viewed as a function of the horizon

 . While the number of regions with the exact approach
seems to give a very rapid growth with 
 , [6], the approx-
imate approach gives a partition complexity that is almost
independent of the horizon 
 . One reason for this is that
in the approximate approach it is taken into account that we
only need the first sample of the input trajectory in order to
implement the MPC.

Figure 5 shows a simulation comparing the approximate and
exact solutions. We notice that the control inputs computed
by exact and approximate controller are almost indistinguish-
able.

5 Conclusions

An algorithm for approximate implementation of linear MPC
in the form of an explicit PWL state feedback is described.
The approximate implementation has the advantage (com-
pared to the exact PWL state feedback, [1, 6]) that it imposes
a search tree structure on an orthogonal partition. This leads
to reduced real-time computational complexity compared to
the exact approach.
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